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Abstract 

 

Fault-tolerant (FT) architectures based on classic spatial and temporal redundancy are used in an 

increasing number of applications. However, the hardware platforms underlying modern high-

reliability systems have little resemblance to those that were common when such architectures 

were devised. The earlier fault models are not necessarily out-of-date (e.g. stuck-at faults still 

play an important role for validating FT applications), but the new failure modes of nanometer 

technologies were largely irrelevant when J. von Neumann’s paper on the synthesis of reliable 

organisms from unreliable components was published in the 1950s. Such concerns are 

particularly relevant when designing high-reliability adaptive systems, where reconfigurable 

field-programmable gate arrays (FPGAs) are increasingly used. On the other hand, the 

economics of FT architectures based on spatial redundancy (e.g. triple modular redundancy, 

TMR), are entirely different when evaluated under the assumption of such features as dynamic 

reconfiguration, which enables just-in-time implementation of only those resources that need to 

be available at any given time, or self-reconfiguration, which enables self-contained corrective 

actions that are able to isolate / replace defective resources. New design approaches are 
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therefore required to cope with the challenges introduced by each new generation of 

programmable hardware devices. This paper presents an approach to design high-reliability 

architectures at lower cost, by taking advantage of dynamic / self reconfiguration and built-in 

test infrastructures, which are present in modern generations of FPGAs. 
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Introduction 

Dynamically reconfigurable field-programmable gate arrays (DR-FPGAs) enable the 

reconfiguration of only a fraction of the logic resources that are available within the device. 

Those resources that are not involved in the reconfiguration process will not be affected, and as 

such the reconfiguration procedure will be transparent to those applications / functions running 

on the remaining device logic space. The main advantage of dynamic reconfiguration is that it 

enables multiple applications to share the same device resources in the spatial and temporal 

domain, provided that a proper online management tool is able to release logic space and 

schedule the implementation of incoming functions [1]. Architectural improvements enabled the 

recent introduction of self-reconfigurable field-programmable gate arrays (SR-FPGAs), where 

an internal function may control the reconfiguration of the device logic space [2]. SR-FPGAs 

are able to further reduce the cost of adaptive systems, by implementing online management 

tasks within the FPGA itself. Lower cost and higher performance are pushing DR/SR-FPGAs 

into the mainstream technology field, but each new generation of such devices brings new 

challenges to the design and test community.  

Creative designers cope well with new architectural features, but new failure modes and more 

sophisticated utilisation scenarios dictate higher reliability requirements. Since the causes of 

failure are no longer restricted to manufacturing defects, there are basically two solutions to 

ensure that an incoming function will work properly: i) the logic space may be continuously 

under test, to guarantee the detection of structural faults within a given time latency; ii) 

alternatively, and when fault detection latency is not acceptable, appropriate fault masking 

mechanisms must be made available. Fault-tolerant (FT) architectures based on spatial and 

temporal redundancy may actually become the only way to meet such higher reliability 

requirements.  

Spatial redundancy FT architectures were traditionally restricted to applications where cost was 

not the main driving factor. However, the nature of DR-FPGAs modifies the economics of 

modular redundancy solutions, since only those functions that must be active will have to be 

replicated at any given time. On the other hand, a defective module may remain out-of-service 

only during a very short time period, if the basic resource that failed is isolated and replaced by 

fault-free resources available in the DR-FPGA logic space. As such, not only the cost of 

implementing N-modular redundancy FT architectures into DR-FPGAs will be lower, but also 

their reliability will be improved as well. 

This paper presents an approach to design self-reconfigurable FT architectures based on spatial 

redundancy and online concurrent fault detection. The proposed solution reuses the standard 

built-in infrastructures for device reconfiguration and test, and as such has a low overhead. A 
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discussion concerning new causes of hardware failure is presented in the next section, followed 

by a summary of the advantages and limitations of online concurrent fault detection solutions. 

The proposed design approach is then presented, followed by a closing section that summarises 

the work currently under way and our research directions in this area. 

On new causes of failure 

Both DR and SR-FPGAs are SRAM-based devices — a large amount of configuration memory 

(from one million to 20 million bits) determines what the device does (and how it does it). The 

nanometer technologies used are subject to causes of failure that may escape production test. 

Electromigration phenomena may lead to permanent physical damage at any time, and delay 

faults that emerge as a consequence of resistive problems may also lead to device malfunction. 

On the other hand, single-event upsets (SEUs) are able to modify the contents of the 

configuration memory, and consequently to modify the implemented logic functionality [3]. The 

much smaller die sizes of earlier generations of microelectronic devices allowed designers to 

forget about such concerns, unless they were developing modules for space applications, a case 

in which the lower cost constraints enabled the use of radiation hardened devices. However, 

SEUs become a real concern when designing adaptive systems based on high-density DR/SR-

FPGAs, since a small modification in the logic functionality may cause system malfunction. 

Similarly, any single-event transient (SET) that propagates to a flip-flop input, may be 

registered and cause soft-errors in the user data, or even lead to system malfunction as well. 

These causes of failure are much less important in the case of non-reconfigurable technologies, 

such as ASICs. Hard-wired interconnections among the internal resources constitute an intrinsic 

protection against SEUs, but these devices are still prone to malfunction due to SETs. In this 

case, as well as in the general case of FPGAs, further protection may be achieved by introducing 

redundancy [4-6]. In what concerns DR/SR-FPGAs, where the configuration memory is 

partially reconfigurable, other (less expensive) alternatives are possible as well.  

Single-event-functional-interrupts (SEFI) caused by an upset in the device Power On Reset 

(POR), although much less probable, are a further cause of concern. Such events may clear the 

configuration memory and cause a general system failure (the device must be reset and 

reconfigured to restore functionality). The mean time between occurrences of POR SEFIs is 

higher than 100 years for geo-stationery altitudes, and it increases exponentially for lower 

altitudes. Immunity to POR SEFIs may be achieved by triple device redundancy, a case in 

which the economics (cost x benefit) of FT are in accordance with the models developed to 

represent traditional non-reconfigurable architectures. However, due to the very small 

probability of this cause of failure, the reliability improvement provided by triple device 
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redundancy is only marginal. As such, the vast majority of DR/SR-FPGA applications will have 

to face essentially three causes of failure: 

 Transient failures affecting a circuit register, due to SEUs or SETs. 

 Transient failures affecting a configuration memory cell, due to SEUs. 

 Permanent physical defects that emerge during device operation. 

Coping with the causes of failure referred above may be achieved by online concurrent fault 

detection or by introducing modular redundancy. The first type of solutions is simpler to 

implement, and dynamic reconfiguration may be used to replace any defective resources (which 

will be flagged to avoid further usage). However, and while the problem is not solved, the fault 

effect will be present and may propagate to other blocks or even to system outputs. Another 

alternative consists of masking the fault by introducing modular redundancy. Fault detection 

will still enable the identification of the problem and its correction, but the FT features 

introduced by modular redundancy will prevent fault propagation and ensure correct system 

operation. These two alternatives will be considered in detail in the following sections. 

Advantages and limitations of online concurrent fault detection 

Several off-line and on-line test strategies for FPGAs were proposed in recent years and are 

available in the literature [7-10]. Errors in the on-chip configuration memory cells may be 

recovered by performing a partial readback of the configuration of the faulty module, and using 

partial reconfiguration to re-establish the correct bitstream, when an error is detected. This 

technique is known as scrub, and defined as the process of re-writing the configuration memory, 

without affecting device operation. This technique may actually be employed without 

performing a previous readback operation, as a quick blind method to solve errors without first 

diagnosing them. If the problem persists, a readback operation may be performed to check the 

content of the configuration memory. These procedures prevent the accumulation of static-

errors, which would certainly lead to functional failure. However, they cannot modify the data 

stored in flip-flop registers, which are not accessible through configuration, and consequently 

soft-errors cannot be recovered using this method. This is not important, because the transient 

nature of such upsets will enable error recovery when the affected flip-flop is updated. 

Permanent physical defects that emerge during device operation are normally addressed by 

“release-to-test” approaches, whereby the functionality implemented in a selected area of the 

logic space is replicated elsewhere in the same FPGA, with the objective of releasing resources 

to undergo a structural test [7-10]. Dynamic reconfiguration technologies paved the way to the 

development of non-intrusive solutions, where a test function runs concurrently with the 

remaining system applications. An example of a truly non-intrusive technique for the concurrent 
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replication of active logic blocks, which may be used as a core solution for online testing and 

logic space defragmentation of reconfigurable systems, may be found in [10]. This technique 

relocates the functionality attributed to any given configurable logic block (CLB), even when it 

is active, i.e. when it is part of an implemented function that is actually being used by the 

system. Each CLB thus released is tested and returns to the pool of fault-free resources, if no 

faults are detected. Fault-free CLBs may be used to implement incoming functions, or to 

replicate the functionality of another CLB that is about to be released for test. 

The replication of active CLBs is done via the configuration memory and preserves internal 

state information, in the case of sequential circuits. The replication process is divided in two 

phases, as shown in figure 1. In the first phase, the internal configuration of the CLB is copied 

and the inputs of both CLBs are placed in parallel. Due to the low-speed characteristics of the 

configuration interface used (the IEEE 1149.1 test access port [11]), the reconfiguration time is 

relatively long when compared with the system speed of operation. Therefore, the outputs of the 

CLB replica will be perfectly stable before being connected to the circuit, in the second phase. 

Both CLBs must remain in parallel for at least one system clock cycle, to avoid output glitches.  

1st phase 2nd phase
- Routing array
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Figure 1: Two-phase CLB replication process. 

The IEEE 1149.1 infrastructure is also reused to apply the test vectors and to capture the test 

responses, with the outputs of the CLB(s) under test being routed to unused Boundary-Scan 

(BS) register cells associated to the input / output blocks. However, the application of test 

vectors by means of the BS register would be intrusive, so an alternative User Test Register 

must be used. In total the silicon overhead to support this online concurrent test strategy is less 

than 1% of the CLB resources (as verified experimentally in the case of the Xilinx Virtex 

XCV200 device, where each array contains 28x42 CLBs). Figure 2 illustrates the test 

infrastructure setup that is required to implement this procedure. Notice that more than one CLB 

may be under test at any time, and that fault location can be resolved to CLB level or lower (in 

the case of the Virtex device used, where each CLB comprises two slices that are exactly equal, 

fault location is resolved to a single slice). A dynamic rotation mechanism ensures that all CLBs 

in the FPGA are released and tested within a given time latency. 

The same concurrent replication technique may be used to defragment the FPGA logic space. 

Defragmentation is particularly important when the application(s) that are being executed are 

not fully implemented at any given time. In such cases, application functions will come in and 
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out continuously, using / releasing logic space as needed. Online management of the FPGA 

logic space must optimise the usage of the available resources, by regrouping pools of CLBs in 

such a way as to avoid waste and minimise propagation delays [12]. 
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Figure 2: Test of CLBs via the IEEE 1149.1 infrastructure. 

Concurrent replication of active logic blocks enables non-intrusive online testing and logic 

space defragmentation, but cannot avoid performance degradation due to higher propagation 

delays, in the case of signals that are re-routed via longer interconnection paths. On the other 

hand, fault detection latency enables the propagation of fault effects, which may eventually lead 

to irreversible malfunction of the whole system. These restrictions may not be important in 

many application domains, and namely when the fault detection latency is small compared to 

system inertia. However, in the case of mission-critical applications, or whenever the system 

availability requirements are not compatible with the boundaries dictated by such restrictions, a 

higher reliability solution must be devised. 

Self-contained FT: Higher reliability at low cost  

Triple modular redundancy (TMR) is the best known form of spatial redundancy, and may be 

represented as shown in figure 3. Three identical modules (M) receive the same inputs and drive 

a majority-voter that produces the circuit output. The classic TMR architecture, as proposed by 

John von Neumann in the mid-1950s [13], is a form of static redundancy able to mask all the 

faults that cause single module failure. When more than one module fails, the circuit fails. 

Tolerance to multiple module failures may of course be achieved at the cost of providing higher 

redundancy, leading to NMR architectures. Replication may take place at various hierarchical 

levels, so each module may be a simple gate, or a much more complex resource, including mid-
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range functional blocks, components (e.g. a microprocessor), or even a complete system. In the 

basic configuration shown in figure 3, the reliability of the circuit will depend on the reliability 

of the voter (if the voter fails, the circuit fails). Special design and implementation techniques 

may be used to improve the reliability of the voter circuit. However, if such solutions are not 

considered satisfactory, the voting element itself may be replicated as well, leading the what is 

known as N-NMR FT architectures. Additionally, design diversity may be enforced to further 

enhance reliability. 

M

M

M

V outputinput

 

Figure 3: Triple Modular Redundancy with a single voting element (TMR). 

Particularly in the case of low level modular redundancy, DR-FPGAs bring two important 

advantages to the cost x benefit model of NMR implementations: i) since each function may be 

implemented only when needed (and afterwards removed to release FPGA floor space), the 

additional spatial requirements of modular redundancy solely address those blocks that have to 

be implemented at any given time; ii) any defective resource that caused module failure may be 

identified and replaced, restoring the reliability index.  

These two features are particularly important to the implementation of NMR architectures, due 

to their ability to reduce cost and maintain the reliability index. DR-FPGAs may use just-in-time 

implementation of redundancy to enable NMR architectures at a fraction of the price when non-

reconfigurable technologies are used. On the other hand, module failure in static NMR 

implementations will degrade the reliability index, until corrective action takes place. Besides 

requiring external intervention, such action may actually be impossible, if physical replacement 

is required, but the system cannot be accessed (e.g. space applications, deep-sea equipment, 

etc.). SR-FPGAs are in this case able to improve system reliability, because the identification 

and replacement of the defective resource may be carried out autonomously, and in a much 

shorter time span.  

The design approach proposed in this paper uses a T-TMR architecture surrounded by 

embedded scan chains that are accessible as 1149.1 user test data registers, as shown in figure 4. 

The embedded scan chains enable fault diagnosis tasks, since redundancy and testability were 

never good neighbours (fault masking enables FT features, but disables fault detection). A 

physical defect affecting the scan chain itself is naturally a reason of concern, so an integrity 

check must be carried out regularly to detect such possibility (a transient fault in a scan chain 

element will trigger a false incoherency detection procedure, but have no further consequences).  
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Figure 4: T-TMR implementation with an embedded scan chain for fault detection. 

Assuming that the replicated modules have a single output, the bitstream shifted out of each T-

TMR embedded scan chain segment comprises six bits, captured at module and voter outputs. 

Detection of a discrepancy in any output (module or voter) will indicate the presence of a fault 

and initiate an online procedure for fault detection and correction. The fault masking properties 

of modular redundancy will ensure that circuit operation will not be affected, provided that a 

second module / voter in the same set does not fail, before the fault correction procedure is 

complete. 

The online fault detection procedure launches a background task to readback part of the 

configuration bitstream of the area where the affected module is implemented. If an incoherency 

is found, the microprocessor performs a partial reconfiguration, restoring the original 

configuration and eliminating the cause of the failure. If no error in the configuration bitstream 

is detected after the readback-and-compare operation, but the fault persists, the most probable 

reason is the existence of a physical defect. In that case, each CLB in the failing block is 

submitted to a structural test, using a minimum number of test configurations, with a specific set 

of test vectors applied to each test configuration. The concurrent replication technique that was 

presented in the previous section to release each CLB to be tested is not necessary in this case, 

since the block outputs are masked and therefore do not contribute to the function that is 

currently implemented. When the defective CLB is found, it is flagged to avoid further usage 

and replaced to restore the reliability index. The replacement of the defective CLB must take 

into account that an increase in propagation delays may lead to false error indications, if the 

voter inputs do not arrive “simultaneously”. Notice also that the amount of spare resources that 

must be available in the FPGA is not very significant, depending essentially on what has to be 

replicated (corrective actions in several circuits may be going on at the same time). 

The reliability index of the circuit that controls the reconfiguration of the FPGA, and the online 

fault detection and correction procedures, must be compatible with the other circuits 

implemented in the FPGA. This circuit is not necessarily a dedicated reconfiguration / test 

controller, and such tasks may actually be carried out by an existing soft microprocessor core 

that is used to carry out other system functions. The microprocessor core itself must be 
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implemented using a T-TMR architecture as well. Under these circumstances, it makes no 

difference if the defective resource is located in this microprocessor or in any other block. 

The design approach proposed corresponds in fact to a complete self-contained FT N-NMR 

architecture, since fault recovery is automatically triggered with the objective of restoring the 

reliability index, whenever a problem is detected. The Virtex-II and Virtex-II Pro families have 

an Internal Configuration Access Port (ICAP), which provides an 8 bit input data bus and an 8 

bit output data bus, that can be used by the internal logic to reconfigure and readback the 

configuration memory [2,14]. The ICAP enables the soft microprocessor core to reconfigure 

itself in case of error detection in one of its own blocks, and also to reconfigure any of the other 

modules, without stopping or disturbing the operation of the system. 

Conclusion  

The design approach presented in this paper corresponds to work-in-progress, and extends the 

research results that were obtained in a previous project, where online concurrent fault detection 

was used to improve system reliability. Technological improvements and the availability of SR-

FPGAs enabled the definition of a new research project that addresses reliability enhancement 

via self-reconfigurable spatial redundancy. The work currently under way addresses the 

following main objectives: 

 Development of higher level procedures for effective online management of the FPGA logic 

space. 

 Development of minimal test procedures that are able to guarantee the integrity of the built-in 

test and reconfiguration infrastructures. 

 Identification of the allowable variation of propagation delays, due to the rearrangement of 

the FPGA logic space. 

 Characterisation of the effect of bridging faults (between modules in the same TMR 

architecture) over circuit reliability. 

 Development of alternatives to triple device redundancy, when tolerance to SEFIs is also 

required. 

The experimental data available so far refers to the online concurrent fault detection procedures, 

but the experimental work will be extended to cover the modular redundancy aspects as well. 

References 

1. Gericota, M. G., Alves, G., Silva, M. L., Ferreira, J. M., “Run-Time Management of Logic 

Resources on Reconfigurable Systems”, Proc. of the Design, Automation and Test in 

Europe, pp. 974-979, 2003. 



Improved dependability for dynamically reconfigurable hardware 11 

 

2. Blodget, B. J., McMillan, S. P., Lysaght, P., “A lightweight approach for embedded 

reconfiguration of FPGAs”, Proc. of the Design, Automation and Test in Europe Designers' 

Forum, pp. 399-400, 2003. 

3. W. Huang, E. J. McCluskey, “A Memory Coherence Technique for Online Transient Error 

Recovery of FPGA Configurations”, Proc. of the 9th ACM Int. Symposium on Field-

Programmable Gate Arrays, pp. 183-192, February 2001. 

4. Moore, J., “Design Security in SRAM-based FPGAs”, Military and Aerospace Applications 

of Programmable Logic Devices Intl. Conf., 2003. 

5. Carmichael, C., “Triple Module Redundancy Design Techniques for Virtex FPGAs”, 

XAPP 197 Application Note, Xilinx, Inc., 37 p., 2001. 

6. Carmichael, C., Fuller, E., Blain, P., Caffrey, M., “SEU Mitigation Techniques for Virtex 

FPGAs in Space Applications”, Military and Aerospace Applications of Programmable 

Logic Devices Intl. Conf., 1999. 

7. Abramovici, M., Stroud, M., Wijesuriya, S., Hamilton, C., Verma, V., “On-Line Testing 

and Diagnosis of FPGAs with Roving STARs”, Proc. of the 5th IEEE Intl. On-Line Testing 

Workshop, pp. 2-7, 1999. 

8. Abramovici, M., Stroud, C., Hamilton, C., Wijesuriya, S., Verma, V., “Using Roving 

STARs for On-Line Testing and Diagnosis of FPGAs in Fault-Tolerant Applications”, 

Proc. of the Intl. Test Conference, pp. 973-982, 1999. 

9. Abramovici, M., Stroud, C., Skaggs, B., Emmert, J., “Improving On-Line BIST-Based 

Diagnosis for Roving STARs”, Proc. 6th IEEE Intl. On-Line Testing Workshop, 2000. 

10. Gericota, M. G., Alves, G., Silva, M. L., Ferreira, J. M., “Active Replication: Towards a 

Truly SRAM-based FPGA On-Line Concurrent Testing”, Proc. of the 8th IEEE Intl. On-

Line Testing Workshop, pp. 165-169, 2002. 

11.  IEEE Standard Test Access Port and Boundary Scan Architecture (IEEE Std 1149.1), IEEE 

Std. Board, 2001. 

12.  Gericota, M. G., Alves, G. R., Silva, M. L., Ferreira, J. M., “On-line Defragmentation for 

Run-Time Partially Reconfigurable FPGAs”, In Glesner, M., Zipf, P., and Renovell, M., 

editors, Proc. 12th Intl. Conf. Field Prog. Logic and Applications, pp. 302-311, 2002. 

13. von Neumann, J. “Probabilistic logics and the synthesis of reliable organisms from 

unreliable components”, Automata Studies, Vol. 34, pp. 43-98. Princeton Univ. Press, 1956. 

14.  Virtex®-II Pro Platform FPGA Handbook, Xilinx, Inc., 2002. 


